
                                                                           Operating System

UNIT-I

INTRODUCTION

What is an Operating System? Or Define operating System 

Definitions
 An Operating System is defined as the software that controls the hardware.
 An Operating System is a program that acts as an intermediary between a user of a computer

and the computer hardware.
 In brief, an operating system is the set of programs that controls a computer. Some examples of

operating systems are  UNIX, Mach, MS-DOS, MS-Windows, Windows/NT, Chicago, OS/2,
MacOS, VMS, MVS, and VM. 

HISTORY OF OPERATING SYSTEMS

Discuss the history of Operating Systems  [or]
What are the various generations of the operating system?

1. The First Generation (1945-55) Vacuum Tubes and Plugboards
 The first ones used mechanical relays but were very slow.
 Relays were later replaced by vacuum tubes. These machines were enormous, filling up entire

rooms with tens of thousands of vacuum tubes, but they were still millions of times slower than
even the cheapest personal computers available today.

 In the machine room, insert plugboard into the computer, and spend the next few hours hoping
that none of the 20,000 or so vacuum tubes would burn out during the run. 

 Virtually  all  the problems were straightforward  numerical calculations, such as grinding out
tables of sines, cosines, and logarithms.

 By the early 1950s, the routine had improved somewhat with the introduction of punched cards.
It was now possible to write programs on cards and read them in instead of using plugboards.
 

2. The Second Generation (1955-65) Transistors and Batch Systems
 The introduction of the transistor in the mid-1950s.
  A  clear  separation  between  designers,  builders,  operators,  programmers,  and  maintenance

personnel. 
 These  machines,  now  called  mainframes,  were  locked  away  in  specially  air  conditioned

computer rooms, with professional operators to run them. 
 Only  big  corporations  or  major  government  agencies  or  universities  could  afford  the

multimillion dollar price tag.
 Much computer  time  was  wasted while  operators  were  walking  around the  machine  room.

Given the high cost of the equipment, it is not surprising that people quickly looked for ways to
reduce the wasted time. The solution generally adopted was the batch system. 

 Large  second-generation  computers  were  used  mostly  for  scientific  and  engineering
calculations, such  as  solving  the  differential  equations.  They  were  largely  programmed  in
FORTRAN and assembly language. 

3. The Third Generation (1965-1980) ICs and Multiprogramming
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 Many new computer customers initially needed a small machine but later outgrew it and wanted
a bigger machine that would run all their old programs, but faster. 

 The 360 was the first major computer line to use (small-scale) Integrated Circuits (ICs), thus
providing a major price/performance advantage over the second-generation machines,  which
were built up from individual transistors. 

 The systems of the 1960's were also batch processing systems, but they were able to take better
advantage of the computer's resources by running several jobs at once. 

 That evolved by  partition memory into several pieces, with a different job in each partition.
While one job was waiting for I/O to complete, another job could be using the CPU

.
Figure: A multiprogramming system with three jobs in memory.

4. The Fourth Generation (1980-Present) Personal Computers

 With the development of LSI (Large Scale Integration) circuits, chips, operating system entered
in the system entered in the personal computer and the workstation age. 

 Microprocessor technology evolved to build desktop computers 

 The mid-1980s is the growth of networks of personal computers running  network operating
systems and distributed operating systems. 

  The multiple computers and can log in to remote machines and copy files from one machine to
another.

 Each machine runs its own local operating system and has its own local user (or users).

DIFFERENT KINDS OF OPERATING SYSTEM

Explain different kinds of operating system in detail.
There are different types of operating system 

Mainframe Operating Systems
Server Operating Systems
Multiprocessor Operating Systems 
Personal Computer Operating Systems 
Real-Time Operating Systems
Embedded Operating Systems
Smart Card Operating Systems

1) Mainframe Operating Systems 

The operating systems for mainframes are heavily oriented toward processing many jobs at once,
most  of which need unusual  amounts  of  I/O.  They typically  offer three kinds of services:  batch,
transaction processing, and timesharing.

A batch system is one that processes routine jobs without any interactive user.
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Transaction processing systems handle large numbers of small requests, for example, check
processing at a bank or airline reservations. Each unit of work is small, but the system must
handle hundreds or thousands per second. 
Timesharing systems allow multiple remote users to run jobs on the computer at once, such as

querying a big database. These functions are closely related: mainframe operating systems often
perform all of them. An example mainframe operating system is OS/390, a descendant of OS/360.

2) Server Operating Systems
One level  down is  the server operating systems. They run on servers,  which are very large
personal computers, workstations, or even mainframes. They serve multiple users at once over a
network and allow the users to share hardware and software resources. 
Servers can provide  print service, file service, or Web service. Internet providers run many
server machines to support their customers and Web sites use servers to store the Web pages
and handle the incoming requests. 
Typical server operating systems are UNIX and Windows 2000. 

3) Multiprocessor Operating Systems

Connect multiple CPUs into a single system. Depending on precisely how they are connected
and  what  is  shared,  these  systems  are  called  parallel  computers,  multicomputers,  or
multiprocessors. 
They need special  operating systems, but often these are variations  on the server operating
systems, with special features for communication and connectivity.

4) Personal Computer Operating Systems

The next category is the personal computer operating system. Their job is to provide a  good
interface to a single user. 
They are widely used for word processing, spreadsheets, and Internet access.
Common examples  are  Windows 98, Windows 2000, the Macintosh operating system, and
Linux.

5) Real-Time Operating Systems
These systems are characterized by having time as a key parameter.
For example, in industrial process control systems,  real-time computers have to collect data
about the production process and use it to control machines in the factory.
If the action absolutely must occur at a certain moment (or within a certain range), we have a
hard real-time system.
Another kind of real-time system is a  soft real-time system, in which missing an occasional
deadline is acceptable.
Digital audio or multimedia systems fall in this category. VxWorks and QNX are well-known
real-time operating systems. 

 6) Embedded Operating Systems
Continuing  on down to  smaller  and  smaller  systems,  we come to  palmtop  computers and
embedded  systems.  A palmtop  computer  or  PDA (Personal  Digital  Assistant)  is  a  small
computer  that  fits  in  a  shirt  pocket and performs a  small  number  of  functions  such as  an
electronic address book and memo pad. 
Embedded systems run on the computers that control devices that are not generally thought of
as computers, such as TV sets, microwave ovens, and mobile telephones.
These often have some characteristics of realtime systems but also have size, memory, and
power restrictions that make them special. 
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Examples of such operating systems are PalmOS and Windows CE (Consumer Electronics).

7) Smart Card Operating Systems
The  smallest  operating  systems  run  on  smart  cards,  which  are  credit  card-sized  devices
containing a CPU chip. They have very severe processing power and memory constraints. 
Some of them can handle only a  single function, such as electronic payments, but others can
handle multiple functions on the same smart card. Often these are proprietary systems. 
Some smart cards are Java oriented. The smart card holds an interpreter for the Java Virtual
Machine (JVM). Java applets (small programs) are downloaded to the card and are interpreted
by the JVM interpreter
Some  of  these  cards  can  handle  multiple  Java  applets  at  the  same  time,  leading  to
multiprogramming and the need to schedule them.
Resource management  and protection also become an issue when two or more applets  are
present at the same time. These issues must be handled by the (usually extremely primitive)
operating system present on the card. 

OPERATING SYSTEM CONCEPT

Explain about operating system concept (Or) 
Write about the resource of an operating system. (Or) 
What are the resources needed to form an operating system.
All operating system have certain basic concepts like:

 Processes
 Memory
 Files
 Deadlocks
 Input/output
 Security
 The shell

Processes:
 A key concept in all operating system is the process. A Process means program in execution.
Each process has its own address space.
 Address space:
             A list of memory locations from some minimum to some maximum which the process can
read and write. The address space contains the executable program, the program data, and its stack.
Each process is some of registers .The registers includes program counter, status pointer, hardware
register.
Execution of Process:                 

 Operating system executes the process in order.
 Operating  system decides  to  stop  running process  and start  running another

process, when the first one has more than its share of CPU time in the part second.
 When a process is suspended temporarily,  it  must be restarted in exactly the

same state it had when it was stopped. All information about the process must be explicitly
saved during   suspension.

 Read call is executed after the process is restarted and it will read the proper
data.

 All information about each process is stored in an operating system table called
Process table .It is an array of structure.

 A suspended process consists of its address space usually called core image and
its process table entry contains registers.

Command Interpreter or shell
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A Process called command Interpreters or Shell reads commands from a terminal. The user has
typed a command requesting that a program be compiled. The Shell must now create a new process
that will run the compiler. When that process has finished the compilation, it executes a system call or
terminates itself.
Child Process

If a process can create a new one or more other process referred to as child processes and there
processes can create child processes.
Inter-process communication                

Related process that are cooperating to get some job done often needs to communicate with one
another and synchronize their activities. This communication is called Inter-process communication.
Process Tree
                Process A creates two child process B and C. B creates D, E, and F.

Deadlock:
Definition:

When two or more processes are interacting, they can sometime get themselves into a
deadlock situation they cannot get out of such a situation is called a deadlock.

Example: Processes in a computer can experience an analogous situation in which they cannot make
any progress. Imagine a computer with a tape drive and cd–recorder. Two processes each need to
produce a cd–rom form data on a tape. Process 1 request and is granted the tape drive.  Process 2
requests and is granted the cd recorder. Finally process 2 requests the tape drive and is also suspended
because process 1 already has it; we have a deadlock from which there is no escape.

Figure: (a) A potential deadlock. (b) An actual deadlock.
Memory Management:

Every computer has some main memory that is user to hold executing programs.
Simple Operating System: One program at a time in memory
Sophisticated Operating System: Multiple programs to be in memory at the same time. To
keep them from interfering with one another using some protection mechanism.  

 Input/Output device:
 All computers have physical devices for acquiring input and producing output. 
 Input and Output devices is Keyboard, monitor, printer and so on. 
 Every operating system has an I/O subsystem for managing its I/O devices. 
 Some of the I/O software is device Independent.

Files: 
 Another key concept supported by virtually all operating systems is the file system.  
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 A major function of the operating system is to hide the peculiarities of the disk and other I/O
devices. 

 System calls are need to create file, Remove files, read files and write files. File is a collection
of records.

 A file can be read, it must be located or disk and opened, and after it has been read it should be
close, so calls are provided to do these things.

Directory
To provide a place to keep files, most operating system have the concept of a directory as a

way of grouping files into single place.  
.

Mounted file system 
Mounted file system is an important concept in UNIX. It allows the file system on floppy disk

to be attached to the tree.

 The file system on a floppy has been mounted on directory b, thus allowing access to files /b/x
and /b/y.

Special file
Special file are used in UNIX operating system.  They are used to provide I/O devices look

like files. They can be read and written using the same system calls as are used for reading and
writing files.                       

   Two kinds of files:
 Blocks files     
 Character Special files

Blocks files: It is used to model devices that consists of a collection of randomly addressable
blocks such as disks
Character Special files:  Used to model Printers, modems and other devices that accept or
output a character stream.

Pipe
       A Pipe is a pseudo file that can be used to connect two processes.        

Figure: two processes connected by a pipe
When process A wants to send data to process B, it writes on the pipe as through it were an input file. 

The Shell:
 The  operating  system is  the  code  that  carries  out  the  system calls.  At  UNIX  command

interpreter called the shell. It makes many uses of operating system features and their server as a good
example of how the system calls can be used
Example
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  Sh, Csh, Ksh and bash

SYSTEM CALLS

How the system calls used in operating system? (Or)
Explain about the various system calls used in operating system? (Or)
Write about the functions of various system calls?

The interface between the operating system and user programs is defined by the set of system
calls that the operating system provides. 

If a process is running a user program in user mode and needs a system call service, such as
reading data from a file, it has to execute a trap or system call instruction to transfer control to the
operating system. 
First push the parameter onto the stack

1. Push n bytes
2. Push &buffer
3. Push fd

            First and third parameters are called by values.
 Second parameter is passed by reference

4. Call read = procedure call instruction used to call all procedures.
      5.  Register = puts the system call number in a place where the operating system expects it such as

register.
      6.  TRAP = Execute a TRAP instruction to switch from user mode to kernel mode and start

execution at a fixed address within kernel.
      7.  Dispatches = the kernel code examine the call number and then dispatches to the correct system

call handler. (Table of pointer)
      8.  System call handler = At that point the system call handler runs
      9.  Return to caller = Once the system call handler has be returned to the user – space library
procedure.

      10.  Increment SP = Return to the user program in the usual way procedure calls return.
      11.  User program has to clean up the stack it does after any PC.
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Figure: The 11 steps are used to making the system call read (fd,buffer,nbytes)
Some of the major POSIX system calls.

 Four types of system caller.
 Process Management
 File Management
 Directory and file system management
 Miscellaneous

OPERATING SYSTEM STRUCTURE

Briefly discuss of the structure of operating system. (Or)
Write about the five design of an operating system.

 We will examine five different structures that have been tried, in order to get some idea of the
spectrum of possibilities.

 These are by no means exhaustive, but they give an idea of some designs that have been tried in
practice.

 The five designs are
 Monolithic system
 Layered system
 Virtual machines
 Exokernel
 Client – server system

Monolithic system (‘Big Mess’ another name for monolithic)
 The operating system is written as a collection of procedures, each of which can call any of

the other ones whenever it needs to. 
 When this technique is used, each procedure in the system has a well-defined interface in terms

of parameters and results, and each one is free to call any other one.
 Every procedure is visible to every other procedure.
 This instruction switches the machine from user mode to kernel mode and transfers control to

the operating system.
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Basic structure for the operating system
 A main program that invokes the requested service procedure.
 A set of service procedures that carry out the system calls,
 A set of utility procedures that help the service procedures.

Layered System
 A generalization of the approach of the following table is to organize the operating system as a

hierarchy of layers, each one constructed upon the one below it. 
 The (THE) system was a simple batch system for a Dutch computer. The system had 6 layers

Layer Function
5 The Operator
4 User programs
3 Input/Output Management
2 Operator-Process Communication
1 Memory and drum Management
0 Processor allocation and multiprogramming

Layer0 = Allocation of processor, switching between processes when interrupt occurred or
                 timers expired.
Layer1 = Did the memory Management. It allocated space for processes in main memory and on a 512

K word drum used for holding part of processes.
Layer2 = Handled communication between each process and the operator console.
Layer3 = Took care of managing the I/O devices and buffering the information streams to and 
                 from them.
Layer4 = Where the user program were found.
Layer5 = The system process operator was located.

Virtual Machines
Virtual machines are not extended machines, with files and other nice features.
.
When sun Microsystems invented the Java Programming Language, it also invented a virtual

machine. The Java complier producer code for J
VM which  then typically  is  executed  by software JVM interpreted.  The advantage  of  this

approach is that the JVM code can be shipped over the internet  to any computer that has a JVM
interpreter and run there.
Exokernels:
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At the bottom layer, running in kernel mode is a program called the exokernel. Its job is to
allocate resource  to  virtual  machine and  then  check  attempts  to  use  them to  make  sure  no
machine is trying to use somebody else’s resources.

The  advantage  of exokernel scheme is that it  saves a layer of mapping. No remapping is
needed.  The  exokernel  need  only  keep  track  of  which  virtual  machine  has  been  assigned  which
resource.
Client – Server Model:

The usual approach is to implement most of the operating system in user processes to request a
service, such as reading a block of a file, a user process sends the request to a server process, which
then does the work and sends back the answer.

 Client = Sending request to the server
 Server = Sending response to the client

 In this model the entire kernel does in handle the communication between clients and servers.
 Another advantage of the client/server model is its adaptability to use in distributed system.
 If a client communicates with a server by sending it messages, the client need not know whether

the message is handled locally in its own machine or whether it was sent across a network to a
server on a remote machine.

*********************************************
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Operating System  

UNIT –II

PROCESSES AND THREADS
PROCESSES 
Explain about Process (OR) Define Process and Write short notes on following.

 Process Model
 Process Creation
 Process Termination
 Process Implementation
 States

Introduction:
Process   : An abstraction of a running program.
Processes: At a time executing more than one process. It is also known as Multiprogramming

system or  Pseudo parallelism.  It  is  also  called  Multiprocessor (More  than  one
Processor switches from one Program to various Programs)

PROCESS MODEL
 A Process is an execution of program. It includes current values of the   program counter,

registers and variable. Each process has its own virtual CPU. It switches back and forth from process
to process. But to understand the system, it is much easier to think about a collection of Processes
running in parallel.

Computer multiprogramming (Four programs in memory)

a) Multiprogramming of four programs.
     b) Conceptual model of four independent sequential processes
     c) Only one program is active a once

PROCESS PROGRAM
It  is  activity  of  program.  It  has  a  program,
input, output and a state.

Set of instructions to perform activities

A Single processor may be shared among several processes, with some scheduling algorithm
being used to determine when to stop work on one process and service a different one.

PROCESS CREATION

There are four principal events that cause processes to be created:
 System initialization
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  When an operating system is booted, several processes are created some of  these are  foreground
processes and background processes.

 Execution of a process creation system call be a running process.
 A user request to create a new process.
 Initiation of a batch job.

PROCESS TERMINATION
Four Conditions

 Normal Exit (Voluntary)
 Error Exit (Voluntary)
 Fatal Error (involuntary)
 Killed by another process( Involuntary)

Normal Exit: Process  may  terminate  because  they  have  done  their  work.  When  a  compiler  has
compiled the program given to it, the compiles executes a system call to tell the operating
system that  it  is  finished.  In  UNIX exit  system call  is  used to terminate the  current
completed process. In window Exit process system call is used to terminate the current
completed process.

Error Exit: If there is an error occurs in current process then it will terminate the execution of current
process.

Fatal Error: If a user types the command cc.foo.c to compile the program foo.c and no such file
exists, the compiler simply exists. The current running process may terminate if the given
file is wrong.

Killed by another process: Some process try to kill the current running process, because they need
some resource for its completion, which one is accessed by the current running process.

In UNIX the  system call  KILL is  used to  kill  the  current  running process.  In
WINDOWS the system call TERMINATE process is used to kill the process.

PROCESS HIERARCHIES

When a process creation the parent  process and child process continue to be associated in
certain ways. The child process can itself create more processes, forming a process hierarchy.

PROCESS STATE
Three States

 Running (actually using the CPU)
 Ready (runnable, temporarily stopped to let another process)
 Blocked (Unable to run until some external event happens)

In first two states the process is willing to run only in the second one. There is temporarily no
CPU available for it. In third state is different from first two in that the process cannot run, even if
CPU has nothing else to do.
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Transition1: It will occur when a process discovers that it cannot continue. Example in UNIX
When a process reads from a pipe or special file and there is no input available, the process
is automatically blocked.

Transition 2 and 3 both are caused by process scheduler.
Transition 2 When the schedules decides that the running process has run long enough and it is time

to let another process have some CPU time.
Transition 4: Occurs when the external events for which a process was waiting happens. If no process

is running at that time, Transition 3 will be triggered and the process will start running

IMPLEMENTATION OF PROCESSES
 To implement the process model, the operating system maintains a table called the process table with

one
 entry per process. This entry contains information about the process state, its program counter, stack  
pointer, memory allocation, the status of its open files and scheduling information.
Interrupt vector: Each I/O devices class is location called Interrupt Vector. It contains address of the
interrupt service procedure. All interrupt start by saving the registers.

Some
of  the
fields of
a
typical
process
table
entry

THREADS

 Thread is a light weight process, each process has an address space and a single thread of  
control. In fact, that is almost the definition of a process.
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Process Management
Registers
Program Counter
Program Status Word
Stack Pointer
Process State
Priority
Scheduling Parameter
Process ID
Parent Process
Process Group
Signals
Time when Process Started
CPU Time used
Children’s CPU Time
Time of next Alarm

Memory Management
Pointer to Text Segment
Pointer to Data Segment
Pointer to Stack Segment

File Management
Root Directory
Working Directory
File Descriptors
User ID
Group ID



Thread Model

 The thread has a program counter that keeps track of which instruction to execute next. It has
registers, which hold its current working variables. 

 The term multithreading is also used to describe the situation of allowing multiple threads in
the same process.

                                                 (a) (b)

In figure (a) has three processes each with one thread. (b) One process with three threads.

 When multithreading is present, processes normally start with a single thread present. This
thread  has  the  ability  to  create  new  threads  by  calling  a  library  procedure,  for  example,
thread_create. A parameter to thread_create typically specifies the name of a procedure for the
new thread to run.

 When a thread has finished its work, it can exit by calling a library procedure, say, thread_exit.

Figure each thread has its own stack
Thread Usage
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 With threads we add a new element: the ability for the parallel  entities to share an address
space and all of its data among themselves. This ability is essential for certain applications,
which is why having multiple processes (with their separate address spaces) will not work. 

 They are lighter weight than processes, they are easier (i.e., faster) to create and destroy than
processes. In many systems, creating a thread goes 10-100 times faster than creating a process.

 A  third  reason  for  having  threads  is  also  a  performance  argument.  Threads  yield  no
performance gain when all of them are CPU bound, but when there is  substantial computing
and also substantial I/O, having threads allows these activities to overlap, thus speeding up the
application.

Different threads in a process are not as independent as different processes. All threads have exactly
the same address space, which means that they also share the same global variables.

Inter Process Communication

 Processes frequently need to communicate with other processes. 
 Thus there is a need for communication between processes, preferably in a well-structured way

not using interrupts. In the following sections we will look at some of the issues related to this
InterProcess Communication, or IPC.

Race Conditions

 When a process wants to print a file, it enters the file name in a special spooler directory.
 Another process, the printer daemon, periodically checks to see if there are any files to be

printed, and if there are, it prints them and then removes their names from the directory.

 Where two or more processes are reading or writing some shared data and the final  result
depends on who runs precisely when, are called race conditions, Two processes want to access
the shared memory at the same time

Critical Regions

 The key to preventing race condition trouble here and in many other situations involving shared
memory, shared files, and shared everything else is to find some way to prohibit more than one
process from reading and writing the shared data at the same time.
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 The problem of avoiding race conditions can also be formulated in an abstract way. Part of the
time, a process is busy doing internal computations and other things that do not lead to race
conditions.

 A process has to access shared memory or files, or do other critical things that can lead to
races.  That part  of the program where the shared memory is  accessed is called the critical
region or critical section.

 Although  this  requirement  avoids  race  conditions,  it  is  not  sufficient  for  having  parallel
processes cooperate correctly and efficiently using shared data.  We need four conditions to
hold to have a good solution:

 No two processes may be simultaneously inside their critical regions.
 No assumptions may be made about speeds or the number of CPUs.
 No process running outside its critical region may block other processes.
 No process should have to wait forever to enter its critical region.

MUTUAL EXCLUSION WITH BUSY WAITING

Explain the concept of Mutual Exclusion with busy waiting
Mutual Exclusion with busy waiting

1. Disabling Interrupts
2. Lock variable
3. Strict Alternation
4. Peterson’s Solution
5. The TSL Instruction

1. Disabling Interrupts: Each process disable all interrupts just after entering its critical region and
enable them just before leaving it.
Drawback: No clock interrupts can occur. The CPU is only switched from process to process as a

result of clock or other interrupts, after all and with interrupts turned off the CPU will not
be switched to another process

Conclusion is disabling interrupts is often a useful technique within the operating system itself but is
not appropriate as a general mutual exclusion mechanism for user processed.

2. Lock Variables  A Single shared variable,  initially 0, when a process wants to enter its critical
region it first tests the lock. If the lock is 0, the process sets it to 1 and enters the critical region. If the
lock is already 1, the process just waits until it becomes 0. Thus a 0 means that no process is in its
critical region and a 1 means that some process is in its critical region.

Drawback: Race condition may occur. One process reads the lock and sees that it is 0. Before it can
set the lock to 1, another process is scheduled, runs, and sets the lock to 1. When the first process runs
again, it will also set the lock to 1 and two processes will be in their critical regions at the same time.

3. Strict alternation: The integer variable turn, initially 0, keeps track of whose turn it is to enter the
critical region and examine or update the shared memory. Process 0 inspects turn finds it to be 0 and
enters its critical region. Process 1 also finds it to be 0 therefore sits in a tight loop continually testing
turn to see when it becomes 1.

Busy Waiting: Continuously testing a variable until some value appears is called busy waiting.

Drawback: it wastes CPU time.

Loyola College, Mettala. Page 6



Spin lock: A lock that uses busy waiting is called a spin lock.

4.  Peterson’s  Solution  In  1981 G.L Peterson discovered  a  much simpler  way to  achieve  mutual
exclusion. This algorithm consists of two procedures written in ANSI C.

Initially neither process is in its critical region. Now process 0 calls enter_region. It indicates
its interest by setting its array element and sets turn to 0. Since process 1 is not interested, enter_region
returns immediately.

 If process 1 now calls enter_region, it will hang there until interested[0] goes to FALSE, an
event that only happens when process 0 calls leave_region to exit the critical region.

Drawback: Both processes call enter_region almost simultaneously. 
Both will store their process number in turn.
Whatever store is done last is the one that counts; the first one is overwritten and lost.

5. The TSL Instruction

TSL RX, LOCK (Test and Set Lock).  It  reads the contents of the memory word lock into
register RX and then stores a nonzero value at the memory address lock. The operation of reading the
word and storing into it are guaranteed to be indivisible- no other processor can access the memory
word until the instruction is finished. 

The CPU executing the TSL instruction locks the memory bus to prohibit other CPUs form
accessing memory until it is done. When lock is 0 any process may set it to 1 using the TSL instruction
and then read or write the shared memory. When it is done, the process sets lock back to 0 using an
ordinary move instruction.

Sleep and Wakeup

Both Pererson’s solution and the solutions using TSL or XCHG(register) are correct, but both 
have the defect of requiring busy waiting. 

In essence, what these solutions do is this: when a process wants to enter its critical region, it 
checks to see if the entry is allowed.

If not, the process just sits in a tight loop waiting until it is.
Consider a computer with two processes, H, with high priority and I with low priority. The 

scheduling rules are such that H is run whenever it is in ready state.
At certain moment, with L in its critical region, H becomes ready to run (busy waiting).

L never get chance to leave the critical region. This situation is sometimes referred to as the 
priority inversion problem.

Semaphores

 This was the situation in 1965, when E. W. Dijkstra (1965) suggested using an integer variable
to count the number of wakeups saved for future use. In his proposal, a new variable type,
which he called a semaphore, was introduced. 

 A semaphore could have the value 0, indicating that no wakeups were saved, or some positive
value if one or more wakeups were pending.

 Semaphores solve the lost-wakeup problem. If multiple CPUs are being used, each semaphore
should be protected by a lock variable, with the TSL or XCHG instructions used to make sure
that only one CPU at a time examines the semaphore.
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 Semaphores that are initialized to 1 and used by two or more processes to ensure that only one
of them can enter its critical region at the same time are called binary semaphores.

 The other use of semaphores is for synchronization. The full and empty semaphores are needed
to guarantee that certain event sequences do or do not occur. 

 In this case, they ensure that the producer stops running when the buffer is full, and that the
consumer stops running when it is empty. This use is different from mutual exclusion

Mutexes
 When the semaphore's ability to count is not needed, a  simplified version of the semaphore,

called a mutex, is sometimes used. Mutexes are good only for managing mutual exclusion to
some shared resource or piece of code.

 A mutex is a variable that can be in one of two states: unlocked or locked. Consequently only 1
bit is required to represent it, but in practice an integer often IS used, with 0 meaning unlocked
and all other values meaning locked. 

 Two procedures   are used with mutexes. When a thread (or process) needs access to a critical
region  ,   it calls mutex_lock  .   If the mutex is currently unlocked (meaning that the critical region
is available), the call succeeds and the calling thread is free to enter the critical region.

Monitors
 A -monitor is a collection of  procedures, variables,  and data structures that are all  grouped

together in a special kind of module or package. Processes may call the procedures in a monitor
whenever they want to, but they cannot directly access the monitor's internal data structures
from procedures declared outside the monitor.

 C cannot be used here because monitors are a language concept and C does not have them.
monitor example
integer i;
condition c;
procedure producer( );
end;
procedure  consumer( );
end;
end monitor;

Message Passing

 This method of inter process communication uses two primitives, send and receive, which, like
semaphores and unlike monitors, are system calls rather than language constructs. As such,
they can easily be put into library procedures, such as

send(destination, &message);
and
receive(source, &message);

 The former call sends a message to a given destination and the latter one receives a message
from a given source (or from ANY, if the receiver does not care). If no message is available, the
receiver can block until one arrives. Alternatively, it can return immediately with an error code.
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 Message systems also have to deal with the question of how processes are named, so that the
process specified in a send or  receive  call is unambiguous. Authentication is also an issue in
message systems.

Barriers
 Some applications are divided into phases and have the rule that no process may proceed into

the next phase until all processes are ready to proceed to the next phase. This behavior may be
achieved by placing a barrier at the end of each phase. When a process reaches the barrier, it is
blocked until all processes have reached the barrier.

                                    

*******************************************   
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Operating System  

UNIT- III

SCHEDULING
 

When  a  computer  is  multiprogrammed,  it  frequently  has  multiple  processes  or  threads
competing for the CPU at the same time, this situation occur when ever two or more processes are in
ready state. Which process should run next.

 The operating system makes the choice is called the scheduler, and the algorithm it uses is
called the scheduling algorithm.

Introduction to scheduling
 In multiprogramming system, the scheduling algorithm became more complex because

there were generally multiple users waiting for service
 Some mainframes still combine batch and timesharing service, requiring the scheduler

to decide whether a batch job or on interactive user at a terminal should go next.

Process and behavior 
 Nearly all processes alternate bursts of computing with(disk)I/O  requests.
 Typically the CPU runs for a while without stopping, then a system call is made to read

from a file or write to a file when the system call completes the CPU computes again
until it needs more data or has to write more data so on.

Categories of scheduling algorithms
 In different environment different scheduling algorithms are needed

1. Batch
2. Interactive
3. Real time

Scheduling in batch system
         Here we look into some scheduling algorithms in batch system. In following ones we
will examine interactive and real-time system. Some algorithms are used in both batch and
interactive systems.

First-come First-Served

 Probably the simplest of all scheduling is nonpreemptive first come first served.
 This algorithm processes are assigned the CPU in the order they request it.
 Basically, there is a single queue of ready processes.

1



 When the first job enters the system, it is started immediately and allowed to run as
long as it wants to.

 It is not interrupted because it has run too long.
 As other jobs come in, they are put onto end of the queue.
 When the running process becomes blocks, the first process on the queue is run

next.
 When the blocked process becomes ready, like a newly arrived job, it is put on the

end queue.
 The great strength of this algorithm is that it is easy to understand and equally easy

to program.
 With this algorithm, a single linked list keeps track of all ready processes. 

Disadvantages of First come First serve
 Suppose that there is one compute-bound process that runs for 1 sec at a time and

many I/O bound processes that use little CPU time bit each have to perform 1000 disk
reads to complete.

 The computer –bound process run  for 1 sec, then it reads a disk block. 
 All the I/O processes now runs for another 1 sec, followed by all  the I/O –Bound

processes in quick succession.

Shortest Job First
 This is also a Nonpreemptive batch algorithm that assumes the run times are known in

advance.
 Example: in a insurance company can predict quite accurately how long it will take to

run a batch of 1000 claims, since similar work done every day.
 When several  equally  important  jobs  are  sitting  in  the  input  queue  waiting  to  be

started, the scheduler picks the shortest job first.
 Here we find four jobs A,B,C,D with run times of 8,4,4,4 minutes, respectively.
 By running them in order the turnaround time is 8+4+4+4=average of 14 minutes.

 Now consider running these four jobs using shortest job first , the turn around times are now
4,8,12 and 20 minutes, for an average of 11 minutes.

 The first job finishes at time a, the second finishes at time a+b and so on, 
 Its clear that a contribute more then the other.

Shortest remaining time next
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 A preemptive version of shortest job first is shortest remaining time next.
 With this algorithm the scheduler always choose the process whose remaining run time is the

shortest. 
 When a new process arrives, its total time is compared to the current process” remaining time.
 If  the  new  job  needs  less  time  to  finish  than  the  current  process,  the  current  process  is

suspended and the new job started. 
 This scheme allows new short jobs to get good service.

Scheduling in interactive systems

The interactive systems are Personal computers, servers.
Round-robin Scheduling

 One of the oldest, simplest, and most widely used algorithm is round-robin.
 Each process is assigned to a time interval, called a quantum, during which is allowed to run.
 If the process is still  running at the end of the quantum, the CPU is preempted and give to

another process.
 If a process has blocked or finished before the quantum has over .The CPU switching is done.

B F D G A

The  list  of  runnable
processes

Priority Scheduling
 Round-Robin  scheduling  makes  the  implicit

assumption that all processes are equally important.
 For example: At a university the pecking order may be

deans  first,  professors,  secretaries,  and  finally  the
students.

 The need to take external factors into account leads to priority scheduling.
 Each  process  is  assigned  a  priority,  and the  runnable  process  with  the  highest  priority  is

allowed to run.
 PC with a single owner, there may be multiple processes, some of them are more important tan

others, 
Example:  a  daemon(a  process  that  do  not  have  a  controlling  terminal)  process  sending
electronic mail in the background assigned a lower priority than a process displaying a video
on the screen.

 To prevent high-priority processes from running indefinitely, the scheduler may be decrease
the priority of the currently running process at each clock tick.

Scheduling in Real –Time Systems
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 A real-time system is one in which time plays an essential role. 
 One  or  more  physical  devices  external  to  the  computer  generate  stimuli  (influence  on  a

system),the computer must react appropriately to them within a fixed amount of time.
 The real time system are generally categorized as Hard real time, absolute deadline that must

met.
 Soft real  time    missing an occasional  deadline  is  undesirable  (unwanted),  but  nevertheless

tolerable.
 In both case the real time behavior is achieved by dividing the program into a number of

processes, each behavior is predictable and known in advance.
 In real-time system have to respond to can be further categorized as periodic(occurring at

regular intervals) or aperiodic (occurring unperiodic)
 A system may have to respond to multiple periodic event streams. Depending on how much

time each event requires for processing
 Real time scheduling algorithms can be static or dynamic.
 The former(earlier) make their scheduling decisions before the system starts running.
 The latter make their scheduling decisions at run time.
 Static  scheduling  only  works  when there  is  perfect  information  available  in  advance  and

before the deadline.
 Dynamic scheduling algorithms do not have these restrictions.

MEMORY ABSTRACTION

Address Spaces
 If user programs can address every byte of memory, they can easily trash the operating system,

intentionally or by accident to bringing the system to a halt.
 This problem exists even if only one user program is running.
 With this model, it is difficult to have multiple programs running at once.
 On personal computers, it is common to have several programs open at once a word, an e-mail,

and a web browser with one of them having the current focus, but others being reactivated at
the click of a mouse.

 This situation is difficult to achieve when there is no abstraction(separating) from physical
memory

The Notion of an address space
 An address space is the set of addresses that a process can be use to address memory.  
 Each process has its own address space, independent of those belonging to other processes.
 The concept of address space is very general, 

Consider:
 In India  and many other  countries,  a  local  telephone  number  is  usually  a  10 digit

number.  The  address  space  for  telephone  numbers  thus  runs  from  00000-00000
to99999-99999, although some numbers , such as beginning with 000 were not used.

 With the growth of cell phones, modems, and fax machines, this space is becoming too
small, in which case more digits have to be used.

The address space for I/O ports on the Pentium runs from 0 to 16383.
 The address space do not have to be numeric. 
 The set of .com internet domains  is also in address space.
 The address space consist of all the strings of length 2 to 63 characters.
 That may be letters, numbers, and hyphens, followed by .com

Base and limit registers
 Its harder to give each program its own address space.
 This simple solution uses a concept of dynamic relocation.
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 It map each process address space onto a different part of physical memory.
 The classical solution, which was used on machines ranging(range) from the CDC 6600( the

world’s first super computer)to the intel 8088 is to equip each CPU with two special hardware
register, base and limit registers.

 Base and limit  registers are used , programs are loaded into consecutive memory locations
where there is room and without relocating during loading.

 When the process run, the base register is loaded with the physical address 
 When its program begins in memory and the limit register is loaded with the length of the

program.  

Swapping

 If the physical memory of the computer is large enough to hold all the processes, the schemes
described so far will more or less do. 

  But in practice, the total amount of RAM needed by all the processes is often much more than
can fit in memory.  On a typical Windows or Linux system, something like 40-60 processes or
more may be started up when the computer is booted.

 For example, when a Windows application is installed, it often issues commands so that on
subsequent system boots, a process will be started that does nothing except check for updates to
the application.  

 Such a process can easily occupy 5 – 10 MB of memory.  Other background processes check
for incoming mail, incoming network connections, and many other things. 

  And all  this  is before the first user program is started.  Serious user application programs
nowadays can easily run from 50 to 200 MB and more.  

 Consequently, keeping all processes in memory all the time requires a huge amount of memory
and cannot be done if there is insufficient memory.

 Two general approaches to dealing with memory overload have been developed over the years. 
  The simplest strategy, called swapping, consists of  bringing in each process I its entirety,

running it for a while, then putting it back on the disk. 
  Idle processes are mostly stored on disk, so they do not take up any memory when they are not

running (although some of them wake up periodically to do their work, then go to sleep again).
The other strategy, called virtual memory, allows programs to run even when they are only
partially in main memory.

Fig: Base and limit registers can be used to give each process a separate address space.

VIRTUAL MEMORY

Briefly explain about virtual memory
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 Virtual memory is that the combined size of the program, data, and stack may exceed the
amount of physical memory available for it.

  The operating system keeps those parts of the program currently in use in main memory, and
the rest on the disk.

  For example, a 16-MB program can run on a 4-MB machine by carefully choosing which 4
MB to keep in memory at each instant, with pieces of the program being swapped between
disk and memory as needed.

 Virtual memory can also work in a multiprogramming system, with bits and pieces of many
programs in memory at once. 

 While a program is waiting for part of itself to be brought in, it is waiting for I/O and cannot
run,  so  the  CPU  can  be  given  to  another  process,  the  same  way  as  in  any  other
multiprogramming system.

1. Paging
         Virtual memory systems use a technique called paging. On any computer, there exists a set of
memory addresses that programs can produce. When a program uses an instruction like

MOV REG,1000 
it does this to copy the contents of memory address 1000 to REG (or vice versa, depending on the
computer). Addresses can be generated using indexing, base registers, segment registers, and other
ways.

Figure the position and function of the MMU.
These program-generated addresses are called virtual addresses and form the virtual address

space. 
When virtual memory is used, the virtual addresses do not go directly to the memory bus.

Instead, they go to an MMU (Memory Management Unit) that maps the virtual addresses onto the
physical memory addresses as illustrated in Figure.

The virtual address space is divided up into units called pages. The corresponding units in the
physical memory are called page frames. The pages and page frames are always the same size.
The MMU notices that the page is unmapped (indicated by a cross in the figure) and causes the CPU
to trap to the operating system. This trap is called a page fault.  
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Fig: The relation between virtual addresses and physical memory addresses is given by the page
table.

2. Page Tables
The virtual address is split into a virtual page number (highorder bits) and an offset (low-order

bits).

Fig: the internal operation of the MMU with 16 4-KB pages.

The virtual page number is used as an index into the page table to find the entry for that virtual page..
Despite this simple description, two major issues must be faced:
1. The page table can be extremely large.
2. The mapping must be fast.

When a process is started up, the operating system loads the registers with the process‘ page
table, taken from a copy kept in main memory. During process execution, no more memory references
are needed for the page table. 
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The advantages of this method are that it is straightforward and requires no memory references
during mapping. 

A disadvantage is that it is potentially expensive (if the page table is large).

3. Multilevel Page Tables
Many computers use a multilevel page table. A simple example is shown in Fig. In Fig.(a) we

have a 32-bit virtual address that is partitioned into a 10-bit PT1 field, a 10-bit PT2 field, and a 12-bit
Offset field. Since offsets are 12 bits, pages are 4 KB. and there are a total of 220 of them.

Figure . (a) A 32-bit address with two page table fields. (b) Two-level page tables.
The secret  to  the  multilevel  page  table  method is  to  avoid  keeping all  the  page  tables  in

memory all the time. In particular, those that are not needed should not be kept around.

4. Structure of a Page Table Entry

 The exact layout of an entry is highly machined dependent, but the kind of information present
is roughly the same from machine to machine.

 In  below  Figure  We  give  a  sample  page  table  entry.  The  size  varies  from  computer  to
computer, but 32 bits is a common size.

 The most important field is the Page frame number.
 After all, the goal of the page mapping is to locale this value. 
 Next to it we have the Present/absent bit.
 If this bit is 1, the entry is valid and can be used.
 If it is 0, the virtual page to which the entry belongs is not currently in memory. Accessing a

page table entry with this bit set to 0 causes a page fault.
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Figure. A typical page table entry
The  Protection    bits tell what kinds of access are permitted.   In the simplest form, this field

contains 1 bit, with 0 for read/write and 1 for read only. A more sophisticated arrangement is having 3
bits, one bit each for enabling reading, writing, and executing the page.

The  Modified    and    Referenced    bits keep track of page usage. When a page is written to, the  
hardware automatically sets the   Modified   bit  . If it has not been modified (i.e., is “clean”), it can just be
abandoned, since the disk copy is still valid. The bit is sometimes called the dirty bit, since it reflects
the page’s state.

The Referenced   bit is set whenever a page is referenced, either for reading or writing  . Its value
is to help the operating system choose a page to evict when a page fault occurs.  Finally, the last bit
allows caching to be disabled for the page. 

5. TLBs—Translation Lookaside Buffers
The solution that has been devised is to equip computers with a  small hardware device for

mapping virtual addresses to physical addresses without going through the page table. The device,
called a   TLB (Translation Lookaside Buffer  ) or sometimes an associative memory

6. Inverted Page Tables
In this design, there is one entry per page frame in real memory, rather than one entry per page

of virtual address space. 
Although  inverted page tables save vast amounts of space, at least when the virtual address

space is much larger than the physical  memory, they have a serious downside: virtual-to-physical
translation becomes much harder. 

All the virtual pages currently in memory that have the same hash value are chained together,
as shown in Figure. If the hash table has as many slots as the machine has physical pages, the average
chain will be only one entry long, greatly speeding up the mapping. Once the page frame number has
been found, the new (virtual, physical) pair is entered into the TLB.

Figure Comparison of a traditional page table with an inverted page table.
Inverted page tables are currently used on some IBM and Hewlett-Packard workstations and will
become more common as 64-bit machines become widespread. 
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PAGE REPLACEMENT ALGORITHMS

There are certain basic algorithms that are used for the selection of a page to replace.
 Replacement algorithms are:

1. Optimal
2. The Not Recently Used (NRU)
3. First-in-first-out (FIFO)
4. The Second chance page replacement algorithm.
5. The Clock Page replacement.
6. The Least recently used (LRU)

Explain different types of page replacement in detail?
1. The Optimal Page Replacement Algorithm

 The optimal page algorithm simply says that the page with the highest label should be
removed. 

 The only problem with this algorithm is that it is unrealizable. At the time of the page fault,
the operating system has no way of knowing when each of the pages will be referenced
next.

 It is possible to implement optimal page replacement on the second run by using the page
reference information collected during the first run.

 To avoid any possible confusion, it should be made clear that this log of page references
refers only to the one program just measured and then with only one specific input.

  The page replacement algorithm derived from it is thus specific to that one program and
input data. 

 Although this method is useful for evaluating page replacement algorithms, it is of no use
in practical systems. Below we will study algorithms that are useful on real systems.

2. The Not Recently Used Page Replacement Algorithm
In order to allow the operating system to collect useful statistics about which pages are being

used and which ones are not, most computers with virtual memory have two status bits associated
with each page. 

 R is set whenever the page is referenced (read or written). 
 M is set when the page is written to (i.e., modified). 

The bits are contained in each page table entry, as shown in Figure. It is important to realize
that these bits must be updated on every memory reference, so it is essential that they be set by the
hardware. Once a bit has been set to 1, it stays 1 until the operating system resets it to 0 in software.

When a page fault occurs, the operating system inspects all the pages and divides them into
four categories based on the current values of their R and M bits: 
Class 0: not referenced, not modified.
Class 1: not referenced, modified.
Class 2: referenced, not modified.
Class 3: referenced, modified.

The  NRU  (Not  Recently  Used)  algorithm  removes  a  page  at  random  from  the  lowest
numbered nonempty class

 
3. The First-In, First-Out (FIFO) Page Replacement Algorithm

Another low-overhead paging algorithm is the FIFO (First-In, First-Out) algorithm. 
The operating system maintains a list of all pages currently in memory, with the page at the
head of the list the oldest one and the page at the tail the most recent arrival.
On a page fault, the page at the head is removed and the new page added to the tail of the list. 
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When applied to stores,  FIFO might remove mustache wax, but it might also remove flour,
salt, or butter. 
When applied to computers the same problem arises. For this reason, FIFO in its pure form is
rarely used. 

4. The Second Chance Page Replacement Algorithm
The operation of this algorithm, called  second chance, is shown in Figure. In Figure (a) we

see pages A through H kept on a linked list and sorted by the time they arrived in memory.

Figure Operation of second chance.
Suppose that a page fault occurs at time 20. The oldest page is A, which arrived at time 0, when the
process started. If  A has the R bit cleared, it is evicted from memory, either by being written to the
disk (if it is dirty), or just abandoned (if it is dean). On the other hand, if the R bit is set, A is put onto
the end of the list and its “load time” is reset to the current time (20). The R bit is also cleared. The
search for a suitable page continues with B.

Specifically, imagine that all the pages in Figure (a) have their  R  bits set. One by one, the
operating system moves the pages to the end of the list, clearing the R bit each time it appends a page
to the end of the list. Eventually, it comes back to page A, which now has its  R bit cleared. At this
point A is evicted. Thus the algorithm always terminates.

5. The Clock Page Replacement Algorithm
A better approach is to keep all the page frames on a circular list in the form of a clock, as

shown in Figure. A hand points to the oldest page.
When a page fault occurs, the page being pointed to by the hand is inspected. If its R bit is 0, the page
is evicted, the new page is inserted into the clock in its place, and the hand is advanced one position. If
R is 1, it is cleared and the hand is advanced to the next page. This process is repeated until a page is
found with R = 0. Not surprisingly, this algorithm is called clock. It differs from second chance only
in the implementation.
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Figure . The clock page replacement algorithm.

6 .The Least Recently Used (LRU) Page Replacement Algorithm

When a page fault occurs, throw out the page that has been unused for the longest time. This
strategy is called LRU (Least Recently Used) paging. LRU is theoretically realizable, it is not cheap.
To fully implement LRU, it is necessary to maintain a linked list of all pages in memory, with the
most recently used page at the front and the least recently used page at the rear.  The difficulty is that
the list must be updated on every memory reference.  Finding a page in the list, deleting it, and then
moving it to the front is a very time consuming operation, even in hardware. 

Figure. LRU using a matrix when pages are referenced in the order 0, 1, 2, 3, 2, 1, 0, 3, 2, 3.

7. Simulating LRU in Software

One possibility is called the  NFU (Not Frequently Used)  algorithm.  It requires a software
counter associated with each page, initially zero. At each clock interrupt, the operating system scans
all the pages in memory. For each page, the R bit, which is 0 or 1, is added to the counter. In effect,
the counters are an attempt to keep track of how often each page has been referenced. When a page
fault occurs, the page with the lowest counter is chosen for replacement.

A small modification to NFU makes it able to simulate LRU quite well. The modification has
two parts. First, the counters are each shifted right 1 bit before the R bit is added in. Second, the R bit
is added to the leftmost, rather than the rightmost bit. Figure illustrates how the modified algorithm,
known as aging, works. Suppose that after the first clock tick the  R bits for pages 0 to 5 have the
values 1, 0, 1, 0, 1, and 1, respectively (page 0 is 1, page 1 is 0, page 2 is 1, etc.). 

In other words, between tick 0 and tick 1, pages 0, 2, 4, and 5 were referenced, setting their R
bits to 1, while the other ones remain 0. After the six corresponding counters have been shifted and the
R bit inserted at the left, they have the values shown in Figure.(a). The four remaining columns show
the six counters after the next four clock ticks.
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Figure 4-19. The paging algorithm simulates LRU in software. 

8 The Working Set Page Replacement Algorithm
The process has most of the pages it needs and settles down to run with relatively few page

faults.  This  strategy is  called    demand paging    because pages  are  loaded only on demand,  not in  
advance. It is easy enough to write a test program that systematically reads all the pages in a large
address space, causing so many page faults that there is not enough memory to hold them all.

 They exhibit a locality of reference, meaning that during any phase of execution, the process
references  only  a  relatively  small  fraction  of  its  pages.  Each  pass  of  a  multi-pass  compiler,  for
example, references only a fraction of all the pages, and a different fraction at that.

The set of pages that a process is currently using is called its   working set.   A program causing
page faults every few instructions is said to be   thrashing  .  

Many paging systems try to keep track of each process‘working set and make sure that it is in
memory before letting the process run. This approach is called the working set model. It is designed
to greatly reduce the page fault rate. Loading the pages before letting processes run is also called pre-
paging. 

 In Figure. We see a portion of a page table for some machine. Because only pages that are in
memory are considered as candidates for eviction, pages that are absent from memory are ignored by
this algorithm. Each entry contains (at least) two items of information: the approximate time the page
was last used and the R (Referenced) bit. The empty white rectangle symbolizes the other fields not
needed for this algorithm

Figure . The working set algorithm.
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9 The WSClock Page Replacement Algorithm
The data structure needed is a circular list of page frames, as in the clock algorithm, and as

shown in Figure.(a). Initially, this list is empty. When the first page is loaded, it is added to the list. As
more pages are added, they go into the list to form a ring. Each entry contains  the   Time of last use  
field from the basic working set algorithm, as well as the R bit (shown) and the M bit (not shown).

Figure 4-22. Operation of the WSClock algorithm.
As with the clock algorithm, at each page fault the page pointed to by the hand is examined

first.  If  the  R  bit  is set  to 1, the page has been used during the current tick so it  is not an ideal
candidate to remove. The R bit is then set to 0, the hand advanced to the next page, and the algorithm
repeated for that page. The state after this sequence of events is shown in Figure(b).

Now consider what happens if the page pointed to has R = 0, as shown in Figure. (c). If the age
is greater than t and the page is clean, it is not in the working set and a valid copy exists on the disk.
The page frame is simply claimed and the new page put there, as shown in Figure. (d). 

************* 
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[Type the document title]

                                                          UNIT- IV
                                                       DEADLOCK

Introduction to deadlocks

Define deadlock.
What are the conditions for deadlock?
Definition1:
            Deadlock can be defined as permanent blocking of a set of processes that are waiting for 
resources.
Definition2:
             A set of process is in a deadlock state when every process in the set is waiting for an event that
can be caused by only another process in that set.

Condition for deadlock:
            A deadlock situation can arise if the following four condition hold simultaneously in a system.
1. Mutual Exclusion:
           At least one resource must be held in a non sharable mode.i.e. Only one process at a time can 
use the resources. If another process request the resources, the requesting process must be delayed 
until the resources has been released.
2. Hold and wait condition: 
         Processes currently holding resources can request additional resources that are currently being 
held by other processes.

3. No preemption condition:
         Resources cannot be preempted; i.e, a resources can be released only voluntarily by the process 
holding it, after the process has completed task
4. Circular waits condition:
          There must be a circular chain of two or more processes, each of which is waiting for a resource
held by the next member of the chain. 
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Resources
Define resources. Explain types of resources with an example.

 A resource  can  be a hardware  device  (e.g.,  a tape  drive) or a piece of information  (e.g.,  a
locked record  in  a database).  A computer will normally have many different resources that
can be acquired.  

 When several copies of a resource are available, anyone of them can be used to satisfy any
request for the resource.

Pre emptable and non Pre emptable resource

 The preemptable resource is one that can be taken away from the process owning.lt with no ill
effects.

 Process A. requests and gets the printer, then starts to compute the values to print. Before it has
finished with the computation, it exceeds its time quantum and is swapped out.  

 Process B now runs and tries unsuccessfully, to acquire the printer.
 We now have a deadlock situation,  because A has the printer  and B has the memory, and

neither can proceed without the resource held by the other.
 A  nonpreemptable  resource,  in  contrast,  is  one  that  cannot  be  taken  away from  its

current  owner without  causing  the  computation  to  fail.  
 If a  process  has begin  to bum a CD-ROM, suddenly  taking  the CD recorder away  from  it

and giving  It  to  another  process  will  result  in  a  garbled  CD.  CD recorders are not
preemptable at an arbitrary moment. 

 The  sequence  of  events  required  to  use  a  resource  is  given  below  in  an abstract form. 
1.  Request the resource. 
2.  Use the resource. 

                        3.  Release the resource.

RESOURCE ACQUISITION
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 For some kinds of resources, such as records in a database system, it is up to the user processes to
manage resource usage themselves. One possible way of allowing user management of resources
is to associate a semaphore with each resource. These semaphores are all initialized to 1. 

 The three steps listed above are then implemented as  a    down   on the semaphore to acquire the  
resource,  using the resource, and  finally  an    up   on the resource to release it  .  These steps are
shown in Fig.(a)

 Sometimes processes need two or more resources  . They can be acquired sequentially, as shown 
in Fig. (b). If more than two resources are needed, they are just acquired one after another. 

Figure:  Using a semaphore to protect resources. (a) One resource. (b) Two resources.

DEADLOCK MODELING
Write about deadlock modeling and the ostrich algorithm   
Deadlock Modeling

 The graphs have two kinds of nodes: Processes shown as circles,  and resources, shown as
squares.

 An arc from a resource node to a process node means that the resource has previously been
requested by, granted to, and is currently held by that process.

 An arc from a process to a resource means that the process is currently blocked waiting for
that resource. 

 Process B is waiting for resource S. Process C is waiting for resource T because it is waiting
for resource U, held by C. Both processes will wait forever. 

 A cycle in the graphs means that there is a deadlock involving the processes and resources in
the cycle. 

 In this example the cycle is C-T-D-U-C. Imagine that we have three processes, A, B, and C,
and three resource,  R, S and T. The request and releases  of the three processes are given
below.
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 The operating system is free to run any unblocked process at any instant, so it could decide to run
A until A finished all its work, then run B to completion, and finally run C. 

 When processes are run sequentially, there is not possibility that while one process is waiting for
I/O, another can use the CPU. 

 Thus running the processes strictly sequentially may not be optimal.

Four strategies are used for dealing with deadlocks.
1. Just ignore the problem altogether. 
2. Detection and recovery. Let deadlocks occur, detect them and take action.
3. Dynamic avoidance by careful resource allocation.

DEADLOCK DETECTION AND DISCOVERY

Explain how to detect and recovery the deadlock occurs         
The system does not attempt to prevent deadlocks from occurring. Instead it lets them occur,

tries to detect when this happens, and then takes some action to recover after the fact.

DEADLOCK DETECTION WITH ONE RESOURCE OF EACH TYPE
Only  one  resource  of  each  type  exists.  Such  a  system  might  have  one  scanner,  one  CD

recorder, one plotter, and one tape drive, but no more than one of each class of resource.  
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 If the graph contains one or more cycles, a deadlock exists. Any process that is part of a cycle is
deadlocked. If no cycles exist, the system is not deadlocked.

 The state of which resources are currently owned and which ones are currently being requested
is as follow:
1. Process A holds R and wants S
2. Process B holds nothing but wants T.
3. Process C holds nothing but wants S.
4. Process D holds U and wants S and T
5. Process E holds T and wants V
6. Process F holds W and wants S.
7. Process G holds V and wants U.

 Processes A, C and F are not deadlocked because S can be allocated to any one of them, which
then finish and returns it. 

 Then the other two can take it in turn and also complete. 

The algorithm operates by carrying out the following steps as specified
1. For each node, N in the graph, perform the following 5 steps with N as the starting node.
2. Initialize L to the empty list, and designate all the arcs as unmarked.
3. Add the current node to the end of L and check to see if the node now appears in  L two times.

If it does, the graph contains a cycle and the algorithm terminates.
4. From the given node, see if there are any unmarked outgoing arcs. If so go to step 5; if not, go

to step 6.
5. Pick an unmarked outgoing arc at random and mark it. Then follow it to the new current node

and go to step 3.
6. We have now reached a dead end. Remove it and go back to the previous node, that is, the one

that was current just before this one, make that one the current node, and go to step. If this node
is the initial node, the graph does not contain any cycles and the algorithm terminates.
We start at R and initialize L to the empty list. 
Then we add R to the list and move to the only possibility, A and add it to L, giving L={R, A}.
From A we go to S, giving L={R,A,S}. S has no outgoing arcs, so it is a dead end, forcing us to
backtrack to A. Since A has no unmarked outgoing arcs, we backtrack to R, completing our
inspection of R.
We begin again at B. from B we continue to follow outgoing arcs until we get to D, at which
time L={B,T,E,V,G,U,D}. If we pick S we come to dead end and backtrack to D. The second
time we pick T and update L to be {B, T, E, V, G, U, D, T} at which point we discover the
cycle and stop the algorithm.
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RECOVERY FROM DEADLOCK

Recovery through preemption:
 In some cases it may be possible to temporarily take a resource away from its current owner and

give it to another process. 
 The ability to take a resource away from a process, have another process use it, and then give it

back without the process noticing it is highly dependent on the nature of the resource.

Recovery through Rollback:
 If the system designers and machine operators know that deadlocks are likely, they can arrange

to have processes check pointed periodically. 
 Check pointing a process means that its state is written to a file so that it can be restarted later. 
 When a deadlock is detected, it is easy to see which resources are needed. To do the recovery, a  

process that owns a needed resource is rolled back to a point in time before it acquired some
other resource by starting one of its earlier checkpoints.

Recovery through killing processes:
 To break a deadlock is to kill one or more processes. One possibility is to kill a process in the

cycle. With a little luck, the other processes will be able to continue.  
 If this does not help, it  can be repeated until the cycle is broken. The process to be killed is

carefully chosen because it is holding resources that some process in the cycle needs. 
 For example: One process might hold a printer and want a plotter, with another process holding

a plotter and wanting a printer. These two are deadlocked. A third process may hold another
identical printer and another identical plotter and be happily running. Killing the third process
will release these resources and break the deadlock involving the first two.

DEADLOCK AVOIDANCE

Briefly explain about deadlock avoidance (or) Write about how to avoid deadlock   (5 Marks)
 The system must be able to decide whether granting a resource is safe or not and only make the  

allocation when it is safe. 
 We can avoid deadlocks, but only if certain information is available in advance.  

RESOURCE TRAJECTORIES
 The main algorithms for doing deadlock avoidance are based on the concept of safe states. 
 We see a model for dealing with two processes and two resources, a printer and a plotter. 
 The horizontal axis represents the number of instructions executed by process A.
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 The vertical axis represents the number of instructions executed by process B.   
 At I1 A requests a printer; at I2 it needs a plotter. The printer and plotter are released at I3 and I4,

respectively. Process b needs the plotter from I5 to I7 and the printer from I6 to I8.
 Initially, the state is at p with neither process having executed any instructions. If the scheduler

chooses  to  run  A  first,  we  get  to  the  point  q,  in  which  A  has  executed  some  number  of
instructions, but B has executed none. 

 At point q the trajectory(path) becomes vertical, indicating that the scheduler has chosen to run
B. When A crosses the I1 line on the path from r to s, it requests and is granted the printer. When
b reaches point t, it requests the plotter.

 The  regions  that  are  shaded  are  especially  interesting.  The  region  with  lines  slanting  from
southwest to northeast represents both processes having the printer. The mutual exclusion rule
makes it impossible to enter this region. 

 The region shaded the other way represents both processes having the plotter,  and is equally
impossible.  The intersection of I2 and I6 A is requesting the plotter  and B is requesting the
printer and both are already assigned. The entire box is unsafe and must not be entered. At point
the only safe thing to do is run process A until it gets to I4. 

SAFE AND UNSAFE STATES:

 A state is said to be safe if it is not deadlocked   and there is some scheduling order in which every
process can run to completion even if all  of them  suddenly request their maximum number of
resources immediately.

 We have a state in which A has 3 instances of the resources but may need as many as 9 eventually.
B currently has 2 and may need 4 altogether. C also has 2 but may need an additional 5. A total of
10 instances of the resource exist, so with 7 resources already allocated, there are 3 still free.

 The  scheduler  could  simply  run  B,  when  B  completes  the  scheduler  can  run  C.  After  the
completion of C now A get the six instances of the resource it needs and also complete. Thus the
state is safe because the system, by careful scheduling, can avoid deadlock.
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Unsafe:
In the previous representation the scheduler pick A process first and assign one resource to that

process and schedule the B process next and so on. It is not in safe. So here deadlock may occur.

THE BANKER’S ALGORITHM FOR A SINGLE RESOURCE

 A scheduling algorithm that can avoid deadlocks is due to dijkstra and is known as the Banker’s  
algorithm and is an extension of the deadlock detection. What the algorithm does is check to see
if granting the request leads to an unsafe state. If it does, the request is denied. If granting the
request leads to a safe state, it is carried out.

 We see four customers A, B, C and D each of whom has been granted a certain number of credit
units. The banker knows that not all customers will need their maximum credit immediately, so
they reserved only 10 units rather than 22 to service them.

 The banker’s algorithm considers each request as it occurs, and sees if granting it leads to a safe
state. If it does, the request is granted; otherwise, it is postponed until later.  To see if a state is
safe, the banker checks to see if the have enough resources to satisfy some customer. If so, those
loans are assumed to be repaid and the customer now closest to the limit is checked and so on. If
all loans can eventually be repaid, the safe and initial request can be granted.

THE BANKER’S ALGORITHM FOR MULTIPLE RESOURCES

 The one on the left shows how many of each resource are currently assigned to each of the five
processes. The matrix on the right shows how many resources each process still needs in order
to complete. 
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 The  three  vectors  at  the  right  of  the  figure  show  the  existing  resources,  E  the  possessed
resources, P and the available resources A. 

The algorithm for checking to see if a state is safe can now be stated.

1. Look for a row R whose unmet resource needs are all smaller than or equal to A. If no such
row exists, the system will eventually deadlock since no process can run to completion.

2. Assume the process of the row chosen requests all the resource it needs and finishes. Mark that
process as terminated and add all its resources to the A vector.

3. Repeat steps 1 and 2 until either all processes are marked terminated  , in which case the initial
state was safe, or until a deadlock occurs, in which case it was not.

 The current state is safe. Suppose  that process B now requests a printer. This request can be
granted because the resulting state is still safe. Now imagine that after giving B one of the two
remaining printers, E wants the last printer. Granting the request would reduce the vector of
available resources to (1 0 0 0), which leads to deadlock. E’s request must be deferred for while.

Drawback of Avoidance: It requires information about future requests, which is not known, how do
real system avoid deadlock?

DEADLOCK PREVENTION

ATTACKING THE MUTUAL EXCLUSION CONDITION

 First let us attack the mutual exclusion condition
 n. If no resource were ever assigned exclusively to a single process, we would never have

deadlocks. However, it is equally clear that allowing two processes to write on the printer at the
same time will lead to chaos.

 By spooling printer output, several processes can generate output at the same time. In this model,
the  only  process  that  actually  requests  the  physical  printer  is  the  printer  daemon.  Since  the
daemon never requests any other resources, we can eliminate deadlock for the printer.

 There is a germ of an idea here that is frequently applicable. Avoid assigning a resources when
that is not absolutely necessary, and try to make sure that as few processes as possible may
actually claim the resource.

ATTACKING THE HOLD AND WAIT CONDITION

 If  we  can  prevent  processes  that  hold  resources  from  waiting  for  more  resources,  we  can  
eliminate deadlocks. One way to achieve this goal is to require all processes to request all their
resources  before  starting  execution.  If  everything  is  available,  the  process  will  be  allocated
whatever it needs and can run to completion. If one or more resources are busy, nothing will be
allocated and the process would just wait.

 An immediate  problem with  this  approach  is  that  many  processes  do  not  know how many
resources they will need until they have started running. Some main frame batch systems require
the user to list the entire resources to the first line of each job. 

ATTACKING THE NO PREEMPTION CONDITION

 Attacking the third condition is even less promising than attacking the second one. If a process
has been assigned the printer and is in the middle of printing its output, forcibly taking away the
printer because a needed plotter is not available is tricky at best and impossible at worst.

ATTACKING THE CIRCULAR WAIT CONDITION
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 The circular wait can be eliminated in several ways. One way is simply to have a rule saying that
a process is entitled only to a single resource at any moment. If it needs a second one, it must
release the first one.

 Another way to avoid the circular wait is to provide a global numbering of all the resources. Now
the rule is this: processes can request resources whenever they want to, but all requests must be
made in numerical order. A process may request first a printer and then a tape drive, but it may
not request first a plotter and then a printer.

The process holding that resource will never ask for a resource already assigned. It will either finish, or
at worst, request even higher numbered resources, all of which are available.

The various approaches to deadlock prevention
Condition Approach

Mutual exclusion Spool everything

Hold and wait Request all resources initially

No preemption Take resources away

Circular wait Order resources numerically

*******************************
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Operating System   

Unit-V
PRINCIPLES OF INPUT OUTPUT HARDWARE

Write short notes on input output hardware  
Input/output devices: 

I/O devices cab be roughly divided into two categories:
 Block devices
 Character devices

Block devices:
A block device is one that stores information in fixed size blocks. Each one with its  own

address. Common block sizes ranges from 512 bytes to 32,768 bytes. The essential property of a block
device is that it is possible to read or write each block independently of all the other ones. Disks are
the most common block devices.

Character device:
A character device delivers or accepts a stream of characters,  without regard to any block

structure. It is not addressable and does not have any seek operation. Printers, network interfaces,
mice rates and most other devices that are not disk like can be seen as character devices.

Device controller:
I/O units typically consist of a mechanical component and an electronic component. It is often

possible to separate the two portions to provide a more modular and general design.  The electronic
component is called the device controller or adapter.
 On personal computers, it often takes the form of a printed circuit card that can be inserted into

an expansion slot.
 The controller card usually has a connector on it, into which a cable leading to the device itself

can be plugged many controllers can handle two, four or even eight identical devices.
 The interface between the controller and the device is often a very low level interface.
 The preamble is written when the disk is formatted and contains the cylinder and sector number.

The sector size and similar data, as well as synchronization information.
 The controller’s job is to convert the serial bit stream into a block of bytes and perform

any error correction necessary.
 The controller for a monitor also works as a bit serial device at an equally low level. It reads

bytes containing the characters to be displayed from memory and generates the signals used to
modulate the CRT beam to cause it to write on the screen. 

 The controller also generates the signals for making the CRT beam do a horizontal retrace after it
has finished a scan line, as well as the signals for making it do a vertical retrace after the entire
screen has been scanned.

Memory mapped I/O:
In the first approach, each control register is assigned an I/O port number, an 8- or 16-bit 

integer. Using a special I/O instruction such as
IN REG,PORT

the CPU can read in control register PORT and store the result in CPU register REG . Similarly, using
OUT PORT,REG

the CPU can write the contents of REG to a control register. Most early computers, including nearly 
all mainframes, such as the IBM 360 and all of its successors, worked this way.
In this scheme, the address spaces for memory and I/O are different, as shown in Figure. The 
instructions
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IN R0,4
               and

MOV R0,4
are completely different in this design. The former reads the contents of I/O port 4 and puts it in R0 
whereas the latter reads the contents of memory word 4 and puts it in R0 . The 4s in these examples 
thus refer to different and unrelated address spaces.

Figure . (a) Separate I/O and memory space. (b) Memory mapped I/O. (c) Hybrid.
The second approach, introduced with the PDP-11, is to map all the control registers into the

memory space, as shown in Figure(b). Each control register is assigned a unique memory address to
which no memory is assigned. This system is called memory-mapped I/O .

 Usually, the assigned addresses are at the top of the address space. A hybrid scheme, with
memory-mapped I/O data buffers and separate I/O ports for the control registers is shown in Figure.
(c). The Pentium uses this architecture, with addresses 640K to 1M being reserved for device data
buffers in IBM PC compatibles, in addition to I/O ports 0 through 64K.

Direct Memory Access (DMA)

The CPU can request data from an I/O controller one byte at a time but doing so wastes the
CPU’s time, so a different scheme, called DMA (Direct Memory Access) is often used. 
The DMA controller has access to the system bus independent of the CPU, as shown in Figure. It
contains several registers that can be written and read by the CPU. 
These include a memory address register, a byte count register, and one or more control registers.
The control registers specify the I/O port to use, the direction of the transfer (reading from the I/
O device or writing to the I/O device), the transfer unit (byte at a time or word at a time), and the
number of bytes to transfer in one burst.
First the controller reads the block (one or more sectors) from the drive serially, bit by bit, until 
the entire block is in the controller’s internal buffer. 
Next, it computes the checksum to verify that no read errors have occurred. Then the controller 
causes an interrupt. When the operating system starts running, it can read the disk block from the
controller’s buffer a byte or a word at a time by executing a loop, with each iteration reading one 
byte or word from a controller device register and storing it in main memory.
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Figure . Operation of a DMA transfer.

When DMA is used, the procedure is different. First the CPU programs the DMA controller by
setting its registers so it knows what to transfer where (step 1 in Fig. . It also issues a command to the
disk controller telling it to read data from the disk into its internal buffer and verify the checksum.
When valid data are in the disk controller’s buffer, DMA can begin.

 The DMA controller initiates the transfer by issuing a read request over the bus to the disk
controller (step 2). 

 This read request looks like any other read request, and the disk controller does not know
or care whether it came from the CPU or from a DMA controller. Typically, the memory
address to write to is on the bus’ address lines so when the disk controller fetches the next
word from its internal buffer, it knows where to write it. The write to memory is another
standard bus cycle (step 3).

 When the write is complete, the disk controller sends an acknowledgement signal to the
disk controller, also over the bus (step 4).

 Many  buses  can  operate  in  two  modes:  word-at-a-time  mode  and  block  mode.  Some  DMA
controllers can also operate in either mode.

 The DMA controller requests for the transfer of one word and gets it. If the CPU also wants the
bus, it has to wait. The mechanism is called cycle stealing because the device controller sneaks in
and steals an occasional bus cycle from the CPU once in a while, delaying it slightly. 

 In block mode, the DMA controller tells the device to acquire the bus, issue a series of transfers,
then release the bus. This form of operation is called burst mode . 

Interrupts Revisited

 In a typical personal computer system, the interrupt structure is as shown in Figure. When an I/O
device has finished the work given to it, it causes an interrupt (assuming that interrupts have been
enabled by the operating system).

  It does this by asserting a signal on a bus line that it has been assigned. This signal is detected by
the interrupt controller chip on the parent board which then decides what to do.
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Figure . How an interrupt happens. 

 The connections between the devices and the interrupt controller actually use interrupt lines on
the bus rather than dedicated wires. If no other interrupts are pending, the interrupt controller 
processes the interrupt immediately. 

 If another one is in progress, or another device has made a simultaneous request on a higher-
priority interrupt request line on the bus, the device is just ignored for the moment. In this case
it continues to assert an interrupt signal on the bus until it is serviced by the CPU.

An interrupt that leaves the machine in a well-defined state is called a precise interrupt. Such
an interrupt has four properties:
1. The PC (Program Counter) is saved in a known place.
2. All instructions before the one pointed to by the PC have fully executed.
3. No instruction beyond the one pointed to by the PC has been executed.
4. The execution state of the instruction pointed to by the PC is known.

An interrupt that does not meet these requirements is called an imprecise interrupt.  On the
other hand, imprecise interrupts make the operating system far more complicated and slower, so it is
hard to tell which approach is really better.

PRINCIPLES OF I/O SOFTWARE

Discuss in detail about principles of I/O software.

Goals of the I/O Software
 A key concept in the design of I/O software is known as  device independence.  It  should be

possible to write programs that can access any I/O device without having to specify the device in
advance. 

 For example, a program that reads a file as input should be able to read a file on a floppy disk, on a
hard disk, or on a CD-ROM, without having to modify the program for each different device.
Similarly, one should be able to type a command such as 

sort <input >output
and have it work with input coming from a floppy disk, an IDE disk, a SCSI disk, or the keyboard,
and the output going to any kind of disk or the screen. 

LOYOLA COLLEGE, METTALA Page 4



 It is up to the operating system to take care of the problems caused by the fact that these
devices really are different and require very different command sequences to read or write.

 The device independence is  the goal of  uniform naming.  The name of a file or a device
should simply be a string or an integer and not depend on the device in any way.

  In UNIX, all disks can be integrated in the file system hierarchy in arbitrary ways so the user
need not be aware of which name corresponds to which device.

 For example, a floppy disk can be  mounted  on top of the directory  /usr/ast/backup  so that
copying a file to /usr/ast/backup/monday copies the file to the floppy disk. In this way, all files
and devices are addressed the same way: by a path name.

 Another  important  issue  for  I/O software  is  error handling.  In general,  errors  should  be
handled as close to the hardware as possible. If the controller discovers a read error, it should
try to correct the error itself if it can.

 Still  another  key  issue  is  synchronous  (blocking)  versus  asynchronous  (interrupt-driven)
transfers. Most physical I/O is asynchronous—the CPU starts the transfer and goes off to do
something else until the interrupt arrives. User programs are much easier to write if the I/O
operations are blocking—after a read system call the program is automatically suspended until
the data are available in the buffer.

 Another issue for the I/O software is buffering. Buffering involves considerable copying and
often has a major impact on I/O performance.

Programmed I/O
 The  simplest  form  of  I/O  is  to  have  the  CPU  do  all  the  work.  This  method  is  called

programmed I/O . It is simplest to illustrate programmed I/O by means of an example. 
 Consider a user process that wants to print the eight-character string “ABCDEFGH” on the

printer. It first assembles the string in a buffer in user space as shown in Figure. (a).

Figure  :Steps in printing a string.

 The user process then acquires the printer for writing by making a system call to open it. If the printer

is currently in use by another process, this call will fail and return an error code or will block until the

printer is available, depending on the operating system and the parameters of the call. Once it has the

printer, the user process makes a system call telling the operating system to print the string on the

printer.

 In Figure.(b), however, we see that the first character has been printed and that the system has
marked the “B” as the next character to be printed. As soon as it has copied the first character to the
printer, the operating system checks to see if the printer is ready to accept another one. Generally, the
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printer has a second register, which gives its status. The act of writing to the data register causes the
status  to  become  not  ready.  When  the  printer  controller  has  processed  the  current  character,  it
indicates its availability by setting some bit in its status register or putting some value in it. At this
point the operating system waits for the printer to become ready again. 

When that happens, it prints the next character, as shown in Figure. (c). This loop continues
until the entire string has been printed. Then control returns to the user process. The actions followed
by the operating system are summarized in Figure below.

 First the data are copied to the kernel. Then the operating system enters a tight loop outputting
the characters one at a time. The essential aspect of programmed I/O, clearly illustrated in this figure,
is that after outputting a character, the CPU continuously polls the device to see if it is ready to accept
another one. This behavior is often called polling or busy waiting . 
copy_from_user(buffer, p, count);  /* p is the kernel buffer */
for (i = 0; i < count; i++) { /* loop on every character */
while (*printer_status_reg != READY) ; /* loop until ready */
*printer_data_register = p[i]; /* output one character */
}
return_to_user();

Figure 5-7. Writing a string to the printer using programmed I/O.
Interrupt-Driven I/O

The way to allow the CPU to do something else while waiting for the printer to become ready
is to use interrupts. When the system call to print the string is made, the buffer is copied to kernel
space, as we showed earlier, and the first character is copied to the printer as soon as it is willing to
accept a character. At that point the CPU calls the scheduler and some other process is run. 

The process that asked for the string to be printed is blocked until the entire string has printed.
The work done on the system call is shown in Figure. (a).

py_from_user(buffer, p, count);
nable_interrupts();
while(*printer_status_reg != READY) ;
*printer_data_register = p[0];
scheduler();

(a)
if(count == 0) {
unblock_user();
} else {
*printer_data_register = p[i];
count = count – 1;
i = i + 1;
}
acknowledge_interrupt();
return_from_interrupt();

 (b)
Figure 5-8. Writing a string to the printer using interrupt-driven I/O. (a) Code executed when
the print system call is made. (b) Interrupt service procedure.

When the printer has printed the character and is prepared to accept the next one, it generates
an interrupt. This interrupt stops the current process and saves its state. Then the printer interrupt
service procedure is run. A crude version of this code is shown in Figure (b). If there are no more
characters to print, the interrupt handler takes some action to unblock the user. Otherwise, it outputs
the next character, acknowledges the interrupt, and returns to the process that was running just before
the interrupt, which continues from where it left off.
I/O Using DMA

Here the idea is  to  let  the DMA controller  feed the characters  to  the printer  one at  time,
without the CPU being bothered. In essence, DMA is programmed I/O, only with the DMA controller
doing all the work, instead of the main CPU. An outline of the code is given in Figure.
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copy_from_user(buffer, p, count);
set_up_DMA_controller();
scheduler();

(a)
acknowledge_interrupt();
unblock_user();
return_from_interrupt();

 (b)
Figure 5-9. Printing a string using DMA. (a) Code executed when the print system call is made.
(b) Interrupt service procedure.
The big win with DMA is reducing the number of interrupts from one per character to one per buffer
printed. If there are many characters and interrupts are slow, this can be a major improvement.

 On the other hand, the DMA controller is usually much slower than the main CPU. If the
DMA controller is not capable of driving the device at full speed, or the CPU usually has nothing to
do anyway while waiting for the DMA interrupt, then interruptdriven I/O or even programmed I/O
may be better.

FILE SYSTEM
Write a short note on file systems. (5 marks)

 All computer applications need to store and retrieve information.
 When a process is running, the following problems can occur:

 The running process can store a limited amount of information within its own 
address space.

 When the process terminates, the information within the address space is lost.
 It is not possible for multiple processes to access the information at the same 

time.
 To solve this problem, a long-term information storage is needed with the following 

requirements:
 It must be possible to store a very large amount of information.
 The information must survive the termination of the process using it.
 Multiple processes must be able to access the information concurrently.

FILES: FILE NAMING
Define file (2 marks)
Write down the rules for naming the files. (2 marks)

 Files provide a way to store information on the disk and read it back. When a process 
create a file, it gives the file a name.

 When the process terminates, the file continues to exist and can be accessed by other 
processes using its name.

 The rules for naming the file vary from system to system.
 All operating system allow strings of one to eight letters as legal file name.
 Digits and special characters are also permitted.
 Many file systems support names as long as 255 characters.
 Some file systems distinguish between upper and lower letters.

 Some of the more common file extension and their meanings are give below..

         Extension 
      
                                             Meaning 

file.bak Backup file

file.c C source program
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file.gif CompuServe Graphical Interchange Format image

file.hlp Help file

file.html World Wide Web HeyperText Markup Language document

file.jpd Still picture encoded with the HPED standard

file.mp3 Music encoded in MPEG layer 3 audio format

file.mpg Movie encoded with the MPEG standard

file.o Object file (compiler output, not yet linked)

file.pdf Portable Document Format fil

file.ps PostScript file

file.tex Input for the TEX formatting program

file.txt General text file

file.zip Compressed archive

FILE STUCTURES
Explain in brief about file structure. (5 marks)

 Files can be structured in any of several ways. Three common possibilities are shown 
in figure.

   1 Byte                   1 Record

   
(a)          (b)                                                              (c)
                                                                          Figure68

 In byte sequence, the operating system does not know what is in the file.
 In record sequence, a file is organized as a sequence of fixed-length records. Here, the 

read operation returns one record and the write operation overwrites or appends on 
record.

 In tree organization, a file consists of a tree of records

FILE TYPES
Discuss about file types. (5 marks)

 Many operating systems support several types of files.
 UNIX and WINDOWS, have regular files and directories. UNIX also has character and 

block special files.
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 Regular files contain user information. Directories are system files for maintaining the 
structure of the file system.

 Character special files are related to I/O used in terminals, printers.
 Block special files are used for disks. Regular files are generally either ASCII files or binary 

files.
 ASCII files contain lines of text. A line feed character terminates the line. Lines need not all be

of the same length.

Advantage of ASCII file
 They can be displayed and printed as it is and they can be edited with any text editor.
 Binary files are not ASCII files. They have some internal structure known to program that use 

them.

Explain in detail about file access (5 marks)
 Early operating system provided only one kind of file access: sequential access.
 In these systems, a process could read all the bytes or records in a file in order, starting at the 

beginning. Example: Magnetic Tape
 Files whose bytes or records can be read in any order are called random access file. Example: 

Disk
 Two methods are used for specifying where to start reading.

 Every read operation gives the position in the file to start reading at.
 A special operation, seek, is provided to set the current position. After seek, the file can

be read sequentially from the current position.

  FILE ATTRIBUTES
What are the different attributes of files? (5 marks)

 Every file has a name and its data.
 In addition, all operating systems associate other information with each file.
 Example:

 The date and time the file was created.
 File’s size

 These are called the file’s attributes.
 The list of attributes varies from system to system.

Typical attributes:
 Name: The symbolic file name is the only information kept in human readable form.
 Type: This information is needed for those systems that support different types
 Location: This information is a pointer to a device and to the location of the file on that device
 Size: The current size of the file (in bytes, words or blocks)
 Protection: Access-control information controls who can do reading, writing, executing, and so

on.
 Time, date and user identification: The information may be kept for (1) creation, (2) for 

modification, and (3) last use. These data can be useful for protection, security and usage 
monitoring.

Some other attributes:
        Attribute             Meaning    Attribute           Meaning

Protection Who can access the file and 
in what way

Temporary 
flag

0 for normal; 1 for delete file
on process exit
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Password Password needed to access 
the file

Lock flags 0 for unlocked; nonzero for 
locked

Creator ID of the person who created 
the file

Record length Number of bytes in a record

Owner Current owner Key position Offset of the key within each
record

Read-only flag 0 for read/write; 1 for read 
only

Creation time Date and time the file was 
created

Hidden flag 0 for normal; 1 for do not 
display in listings

Time of last 
access

Date and time the file was 
created

System flag 0 for normal files; 1 for 
system file

Time of last 
change

Date and time the file was 
last changed

Archive flag 0 for has been backed up; 1 
for needs to be backed up

Time of last 
change

Date and time the file was 
last changed

ASCII/binary 
flag

0 for ASCII file; 1 for binary 
file

Current size Number of bytes in the file

Random access 
flag

0 for sequential access only; 
1 for random access

Maximum 
size

Number of bytes the file may
grow to

FILE OPERATIONS
What are the basic file operations? (5 marks)

 Files are used to store information and allow it to be retrieved later. Different systems provide 
different operations to allow storage and retrieval.

Most common file operationsMost common file operations
 Create: First, space in the file system must be found for the file.

Next, an entry for the new file must be made in the directory.
(Entry→ file name & location)
Then file is created with no data.

 Delete: When the file is no longer needed, it has to be deleted to free up disk                  
space.

 Open: Before using a file, it must be opened.
 Close: When all the accesses are finished, the file should be closed.
 Read: Data are read from file. Usually, the bytes come from the current 

position.
 Write: Data are written to the file. Usually, at the current position.
 Append: It can only add data to the end  of the file.
 Seek: For random access files, a method is needed to specify from where to 

take the data.
 Get Attributes: Processes need to read file attributes to that position.
 Set Attributes: Users can set some of the attributes and can be changed after the file 

has been created.
 Rename: A user can change the name of an existing file.

EXAMPLE PROGRAM USING FILE
 The following JAVA  program that copies one file from its source file to destination file.
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Import java.io.*;
Class FileCopy
Public static void main(string args[])
{

FileInputStream infile=null;
FileOutputStream Outfile=null;
Byte data;
Try
{

infile=new FileInputStream(‘A.txt”);
outfile=new FileOutputStream(“B.text”);
do
{

byteRead= (byte) infile.read();
outfile.write (byteRead);

}while (byteRead!=-1;
}
catch (fileNotFoundException e)
{

System.out.println(“File Not Found”);
}
catch (IOException e)
{

System.out.prinln(e.getMessage());
}
finally
{

infile.close();
outfile.close();

}
      }
}

 The program then continuously reads a byte from A.txt file and writes it to B.txt file until the 
end of file is reached.

DIRECTORIES
Explain in detail about directories. (10 marks)

 A collection of nodes containing information about all files are called directories.
 A keep track of files, file systems have directories or folders, which are similar to files.

Single-level Directory Systems:
 In this type, all the files in the directory system is having one directory which called root 

directory.
 On PC, this system was common, because there was only one user
 A system with one directory is given in figure 70 a,b

   Root        
directory directory

Cat Bo A Test Data Mail Cont Hex records

 The problem with having only one directory in a system with multiple users is that different 
users may accidentally use the same names for their files.

Two-level Directory Systems:
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 To avoid conflict caused by different users choosing the same file name for their own files, 
give each user a private directory.

 So, names chosen by one user do not interfere with names chosen by a different user.
 This design could be on a simple network of personal computers that shared a common file 

server over a local area network.
 When a user tries to open a file, the system must know which user it is in order to know which 

directly to search.
 So, a login procedure is needed, in which the user must specify a login name.
 In this system, users can only access files in their own directories.

Hierarchical Directory Systems:Hierarchical Directory Systems:
 In this system, each user can have as many directories as are needed so that files can be 

grouped together in a meaningful way.
 Hierarchical directory systems are used to group users files together in logical ways.
 This system is also called tree of directories. (see figure 72 a,b)
 The ability for users to create a number of subdirectories provides a powerful structuring tool 

to organize their work.
PATH NAMES

Why do we need path names? (2 marks)
Define 1) absolute path, 2) relative path. (2 marks)
Path Names:

 When the file system is organized as a directory tree, some way is needed for specifying file 
names. So path names give complete or partial address to specify the life.

 Two different methods are commonly used.

Absolute Path Name
 An absolute path name consisting of the path from the root directory to the file.

Example.  to copy content of one file into other: cp /usr/ast/mailbox /usr/ast/mailbox.bak
Relative Path Name

 The relative path name is used with the working director (current directory).

Example. to copy content of one file into other: cp mailbox mailbox.bak
DIRECTORY OPERATIONS

what are the different operations performed over directories? (5 marks)
 Create: A directory is created.
 Delete: A directory is deleted. Only an empty directory can be deleted.
 Opendir: Directories can be read. Before a directory can be read, it must be opened.
 Closedir:  When a directory has been read, it should be closed to free up internal table space.
 Readdir: Returns the next entries in an open directory.
 Rename: Directories are just like files and can be renamed the same way files can be.
 Link: Linking allows a file to appear in more than one directory.
 Unline: A directory entry is removed. If the being unlinked is only present in one directory, it 

is removed from the file system.

                      FILES SYSTEM IMPLEMENTATION – FILE SYSTEM LAYOUT
Write a brief note about file system layout. ( 5 marks or 10 marks)
What is master boot record? (2 marks)
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 File systems are stored on disks. Most disks can be divided up into one or more partitions. 
With independent file systems on each partition.

 Sector 0 of the disk is called the MBR (Master Boot Record) and is used to boot the 
computer.

 The end of the MBR contains the partition table which gives the starting and ending addresses 
of each partition.

 One of the partitions in the table is marked as active. When the computer is booted, the BIOS 
read in and execute the MBR.

 The first thing the MBR program does is locate the active partition, read in its first block, 
called the Boot Block, and execute it.

 The program in the boot block loads the operating system contained in that partition.
 Every partition starts with a boot block, even if it does not contain a bootable operating 

system.
 A disk partition varies from file system to file system. (see figure 73)
 Next the  super block  contains all the key parameters about the file system and is read into

memory when the computer is booted.

Figure 73: A Possible File System Layout
The super block includes:

 Magic number to identify the file system.
 The number of blocks in the file system.
 Other administrative information.
 Then the information about free blocks in the file system comes.
 The 1-nodes is an array of data structure, one per file, telling all about the file.
 The Root Directory contains the top of the file system tree.
 The remainder of the disk contains all the other directories and files.

IMPLEMENTING FILES

What are the different allocations for implementing files? (5 marks or 10 marks)
What are advantage and disadvantages of contiguous allocation? (5 marks)

 Implementing file storage is keeping track of which disk block s go with which file.
 Various methods are used to implementing the files. Few of the methods are 

 Contiguous Allocation
 Linked List Allocation
 Linked List Allocation Using Table in a Memory
 I-nodes

Contiguous Allocation;
 The simple allocation scheme is to store each file as a continuous of disk blocks.
 Consider the following example:
 In the above figure first 40 blocks are shown, starting with block 0 on the left.
 Initially, the disk was empty.
 Then a file A, of length four blocks was written starting right after the end of life A.
 Each file begins at the start of a new block, so that if file A was 31/2  blocks, some space is

wasted at the end of the last block.

Advantages:
 It is simple to implement because it keeps track of the disk address of the first block and the

number of blocks in the file.
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 The read performance is excellent because the entire file can be read from the disk in a single
operation. Only one seek is needed.

Disadvantages:
 When a file is removed, its blocks are freed, leaving a list of free blocks on the disk. This is

known as fragmentation problem. (see figure 74(b))

Linked List Allocations:
 Here, file are kept as a linked list of disk blocks. (see figure 75)

Figure 75.. storing a file as a linked list of disk blocks.
 The first word of each block is used as a pointer to the next one. The remaining of the block is

for data 
 Unlike contiguous allocation, every disk block can be used in this method.
 No space is lost due to disk fragmentation.
 Reading a file sequentially is easy, whereas random access is slow.
 To get a block n, the operating system has to start at the beginning and read the n-1 blocks

prior to it.

Disadvantage:
 The entire table must be in memory all the time to make it work.

Linked List Allocation Using a Table in a Memory:
 The disadvantage of the linked list allocation can be eliminated by taking the pointer from

each block and putting it in a table in memory.
 Consider file A, at uses disk blocks 4,7,2, 10 and 12 in that order.
 Using the table we can start with block 4 and follow the chain all the way to the end. Chain is

terminated with a special marker (-1) that is not valid block number. (see figure 76)
 Such a table in a main memory is called a FAT (File Allocation Table).
 Using this organization, the entire block is available for data.
 The chain must be followed to find a given offset within the file.
 The chain is entirely in memory, so it can be followed without making any disk references.

Disadvantage:
 The entire table must be in memory all the time to make it work.

1-nodes:
 1-node is a data structure which is used to keep track of which blocks belong to which file,
 An 1-node (index node) is used with each file.
 The 1-node lists the attributes and disk addresses of the file’s blocks.
 Using the 1-nodes, it is possible to find all the blocks of the file.

Advantage:
 The 1-node need only be in memory when the corresponding file is opned.
 The array is smaller than the space occupied by the file table.

IMPLEMENTING DIRECTORIES
Explain in brief about implementing directories. (5 marks)

 File must be opened before a file can be read.
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 When a file is opened, the operating system uses the path name supplied by the user to locate
the directory.

 The directory provides the information needed to fine the disk blocks
 A simple directory containing fixed-size entries with the disk addresses and attributes in the

directory entry. (see figure 789(a))
 A directory in which each entry just refers to an 1-node. (see figure 78(b))
 Depending on the system, this information may be:

 The disk address of the entire file (contiguous allocation).
 The number of the first block (both linked list).
 The number of 2-node.

 Every file system maintains file attributes, such as each file’s owner and creating time and they
must be stored somewhere.

SHARED FILES
 When several users are working together, they often need to share files.
 So, a shared file should appear simultaneously in different directories depends on different

users
 One  of  C’s  files  present  in  one  of  B’s  directories  as  well.  The  connection  between  B’s

directory and the shared file is called a link. (see figure 79)
 The file system is called as Directed Acyclic Graph (or) DAG.
 Figure 80 (a) shows situation Prior to Linking.
 Figure 80(b) shows what happened after the link is created.
 Figure 80(c) shows what happened after the original owner removes the file

Problem in above example:
 If either B or C subsequently appends to the file, the new blocks will be listed only in the

directory of the user doing append.
 The changes will not be visible to the other user.

Solution 1:
 Disk blocks are note listed in directories, but in a little data structure associated with the file

itself.
 Then the directories would point just to the little data structure. ( this approach is used in

UNIX. Data structure there used is 1-node)

Solution 2:
 B links to one of C’s files by having the system create a new file, of type LINK, and entering

that file in B’s directory. The new file contains just the path name of the file to which it is
linked.

 When B reads from the linked file, the OS sees that the file being read from is of type LINKN,
looks up the name of the file, and reads that file. This approach is called symbolic linking.

DISK SPACE MANAGEMENT
Explain in detail about disk management. (10 marks0

 Files are normally stored on disks, so management of disk space is important in a file system.
 There are two possibilities for storing an n byte file:

 N consecutive bytes of disk space are allocated.
 The file is split up into a number of contiguous blocks.

LOYOLA COLLEGE, METTALA Page 15



 Storing a file as a contiguous sequence of bytes has the problem that if a file grow, it will have 
to be moved on the disk.

Block Size
 If we have decided to store files in fixed-size blocks, the size of the block is an important 

factor that must be considered
 Disks are organized as the sector, the track and the cylinder for the unit of allocation.
 Having a large allocation unit, means that every file ties up an entire cylinder.
 Using a small allocation unit means that each file will consist of many blocks.
 Reading each block requires one seek and a rotational delay, so reading a file consisting of 

many small blocks will be slow.

Keeping Track of Free Blocks
 The space that is not currently allocated to any file must be managed.
 To perform any of the file allocation technique, it is necessary to know what blocks on the disk

are available.
 Thus, we need a disk allocation table in addition to a file allocation table.

Bit Tables:
 This method uses a vector containing one bit for each block on the disk.
 Each entry of a 0(zero) corresponds to a free block; each 1(one) corresponds to a block in use.

Ex: A vector of length 35 is needed and would have the following value:
0 0 1 1 1 0 0 0 0 1 1 1 1 1 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 0 0 0 

Chained Free Portions:
 The free portions may be chained together by using a pointer and length value in each free 

portion. This method is suited to all of the file allocation methods.

Indexing:
 The indexing approach treats free space as a file and uses an index table.

Free Block List:
 In this method, each block is assigned a number sequentially and the list of the number of all 

free blocks is maintained in a reserved portion of the disk.
 Although the free block list is too large to store in main memory, two techniques are used;

 LIFE stack is used.
 FIFO queue is used.

An almost-full block of pointers to free disk blocks in memory and three blocks of pointers on 
disk. (b) Result of handling the three free blocks. (c) An alternative strategy for handling the 
three free blocks. The shaded entries represent pointer to free disk blocks.

Disk Quotas:
 To prevent people from utilizing too much disk space, multi user operating system provides a 

mechanism for enforcing disk quotas.
 Here, the system administrator assigns each user a maximum allotment of files and blocks and 

the operating system makes sure that the users do not exceed their quotas.
FILE SYSTEM RELIABILITY

Explain in detail about File System Reliability. (10 marks)
 If a computer’s file system is lost, restoring all the information will be difficult, time 

consuming and in many cases, impossible.
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 For the people whose programs, documents, customer files, tax files, tax records, databases, 
marketing plans or other data are gone forever, the offset can be dangerous. So reliability in 
needed.

Reliability Issues:
Backups

 Backup file are really helpful, when the disk corrupts
 Companies well understand the value of their data and do a backup at least once a day to tape.
 Modern tapes hold tens or sometimes even hundred of gigbytes.

Recover from Disaster:
 It covers getting the computer running again after a disk crash, fire, flood or other natural 

disaster.
 These things do not happen very often, which is why many people do not bother with backups.

Recover from Stupidity:
 Users often accidentally remove files that they later need again.
 This problem occurs so often that when a file is removed  in  windows, it is not deleted at all, 

but just moved to a special directory, the recycle bin, so it can be finished out and restored 
easily later.

 Backups use this principle and allow files that were removed days, even weeks ago, to be 
restored.

2 Marks

1. What is memory management?

2. Describe memory abstraction

3. Define swapping

4. Define virtual memory

5. What is paging

6. Define page table

7. Describe the page replacement algorithm types

8. What is memory mapped i/o

9. Describe Direct memory access

10. Discuss goals of i/o software

5 Marks

1. Describe Memory abstraction

2. Explain Swapping in detail

3. Describe Virtual memory

4. Explain about paging with a diagram.

5. Explain the page replacement algorithms

6. Discuss DMA in detail
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10 Marks

1. Describe about Memory and memory abstraction in detail

2. Discuss in detail about swapping.

3. Describe memory in detail

4. Explain about paging and the page table entry

5. Explain in detail about the page replacement algorithm.

6. Discuss in detail about device controller and memory mapped i/o

7. Explain DMA with neat diagram.      

LOYOLA COLLEGE, METTALA Page 18


	What is an Operating System? Or Define operating System
	Definitions
	Basic structure for the operating system
	Layered System
	Client – Server Model:

